
01 | Landing-zone governance and ownership

PROPOSED TARGET — not deployed by this lab. Dashed connectors mean policy/RBAC inheritance, not routed traffic.

Microsoft Entra ID tenant

Tenant and billing context [MASKED]

Platform landing zone Workload landing zones

Security

Subscription [MASKED]
SOC / security (target)

Management

Subscription [MASKED]
Logs / alerts (target)

Identity

Subscription [MASKED]
AD DS / DNS (target)

Connectivity

Subscription [MASKED]
Hub / hybrid (target)

Local MG

Azure Local placement

Cluster resources

Subscription [MASKED]
Fabric / bridge scope

Applications

Subscription [MASKED]
Supported workload scope

Inheritance

Recorded lab: one disposable subscription

One resource group [MASKED]; no enterprise MG hierarchy deployed
Sandbox is a learning model, not verified management-group membership

Target controls need implementation evidence. The recorded lab is not certified ALZ-compliant.

Identifiers and credentials [MASKED] · Detail, assumptions and sources below the diagram



02 | Azure and nested-network boundaries

JUMPSTART LOCALBOX LAB — Australia East. Azure VNet subnets and nested networks have different routing boundaries.

Management computer

Browser / CLI
8088 VM · 8087 NGINX

Azure control plane

ARM / Azure Arc / RBAC
Outbound HTTPS 443

External dependencies

Service / package endpoints
Approved egress only

Azure VNet — private outer host

Bastion Basic

Browser session
Private RDP 3389

LocalBox-Client

172.16.1.4; no public IP
32 vCPU / 256 GiB

NAT / security

Outbound translation
No public workload ingress

Inside outer Hyper-V — common lab failure domain

AzLMGMT services

Domain / DNS .254
Router 192.168.1.1

Azure Local nodes

AzLHOST1 .12 / AzLHOST2 .13
Management 192.168.1.0/24

Workload VLANs

AKS 110: 10.10.0.0/24
VM 200: 192.168.200.0/24

1 HTTPS

2 3

4 console

DNS VLANs

Bastion opens the outer VM. Arc is not a VPN; NAT is not a firewall or a production hub.

Identifiers and credentials [MASKED] · Detail, assumptions and sources below the diagram



03 | Cluster fabric, storage and identity

RECORDED FABRIC — node membership, VM ownership, CSV coordination and witness quorum have different responsibilities.

Resource bridge + custom location

VM / AKS operators; separate management Kubernetes
ARM requests become supported local operations

Cloud witness

Additional quorum vote
Not backup or a third node

localboxcluster — two nested nodes

AzLHOST1

Management .12
StorageA/B .10
96 GiB allocated

AzLHOST2

Management .13
StorageA/B .11
96 GiB allocated

Shared user storage / CSV

VM configuration + VHDX remain shared
CSV coordinator is not the VM owner

AD DS / DNS / NTP

DNS 192.168.1.254
Domain identity [MASKED]
Independent in production

Physical target gap

Independent failure domains
N+1 capacity; restore proof
Validated storage/network

Control
Quorum

Witness is quorum only. Storage resiliency, live migration, backup and restore solve different failures.

Identifiers and credentials [MASKED] · Detail, assumptions and sources below the diagram



04 | AKS on Azure Local and private NGINX access

LAB SIZING — one worker plus a mandatory control plane. Resource bridge Kubernetes is not the application AKS cluster.

Client CLI + browser

API proxy 47031
NGINX forward 8087

ARM / Azure RBAC

Validate then create
Scoped authorization

AKS operator

Bridge + custom location
Provision workload VMs

localbox-aks — recorded Kubernetes 1.33.5; discover currently supported releases

Control-plane VM

4 vCPU / 6 GiB
Node 10.10.0.101
API 10.10.0.5:6443
One control plane: lab

Linux worker

2 vCPU / 4 GiB
Node 10.10.0.102
NGINX pod: port 80
One replica: lab

Private service

ClusterIP :80
10.103.208.22
No external IP
Ready pod endpoint

Dedicated workload logical network

VLAN 110 · 10.10.0.0/24 · gateway .1 · DNS 192.168.1.254
Node pool .101–.199; reserve API .5 outside the pool

1 2

3 4

Private access: browser port 8087 → kubectl → Arc API proxy 47031 → selected NGINX pod port 80.

Identifiers and credentials [MASKED] · Detail, assumptions and sources below the diagram



05 | Live migration, owner proof and VM web access

PLANNED USER ACTION — both nodes stay on. A diagram or menu screenshot is not evidence of completed migration.

AzLHOST1 — source

Ubuntu: 2 vCPU / 4 GiB
Guest 192.168.200.50
Capture boot / process baseline

AzLHOST2 — target

Node Up + available capacity
Same switch / possible owner
Compatible running state

1 Live migration

Cluster console

Bastion → outer desktop
Authorized domain sign-in
CredSSP source-console fallback

Shared CSV / VHDX

VM files stay in place
No storage migration

Same logical guest

Hostname / IP unchanged
Verify boot / process identity

Owner publisher

Actual cluster OwnerNode
UTC observation every 5 s
Stale after 15 s

Recorded Python app

Guest loopback port 8080
Guest + owner are separate
No zero-downtime claim

Private Arc SSH

Local 8088 → guest 8080
No public guest IP
New NGINX: 8089 → 8081

2 3

Confirm cluster completion + new owner + guest continuity. Record every actual HTTP or relay gap.

Identifiers and credentials [MASKED] · Detail, assumptions and sources below the diagram



06 | Stage gates and operational acceptance

Each stage needs an accountable owner, evidence, stop conditions and a supported recovery boundary.

G0 | Scope + landing zone

Ownership / RBAC / budget
Lab versus production target

G1 | Media + foundation

Provenance / quota / what-if
Stop on access or checksum failure

G2 | Nodes + cluster

AD DS / DNS / NTP / Azure Arc
Validate → Deploy → healthy CSV

G3 | AKS + NGINX

Nonoverlapping network pool
Nodes Ready + app Ready + HTTP 200

G4 | VM + guest web

Generation 2 / NoCloud / shared disk
Arc Connected + SSH + HTTP 200

G5 | Manual live migration

Source / target preflight
Owner change + continuity evidence

ALZ controls not demonstrated remain unverified. No automatic shutdown, storage reset or broad ACL grant.

Identifiers and credentials [MASKED] · Detail, assumptions and sources below the diagram


